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Tieteellisten laskennallisten ongelmien ratkaiseminen vaatii usein paljon laskentatehoa ja
tällaisten ongelmien ratkaisujen laskeminen yhdellä tietokoneella on erittäin aikaa vievää.
Hajauttamalla tämä laskenta usealle eri tietokoneelle, voidaan laskentaan käytettävää aikaa
pienentää huomattavasti. Laskennallisen ongelman hajauttaminen toteutetaan usein
työnhallintajärjestelmän avulla. Työnhallintajärjestelmät ovat ohjelmistoja, jotka toimivat
rajapintana käyttäjän ja laskennallisten resurssien välillä, mahdollistaen laskentaresurssien
helpon ja tehokkaan hyödyntämisen. Työn tavoitteena on vertailla kahden Tampereen
teknillisen yliopiston käytössä olevan työnhallintajärjestelmän ominaisuuksia sekä niiden
soveltuvuutta erityylisten tieteellisen laskennan ongelmien ratkaisemiseen.
Työ jakaantuu kahteen osaan: Teoriaosuudessa esitetään hajautettuun laskentaan
liittyviä käsitteitä sekä tarkastellaan vertailun kohteina olevien Techila Grid ja N1 Grid
Engine työnhallintajärjestelmien ominaisuuksia. Testiosiossa tarkastellaan järjestelmien
suorituskykyä kolmen eri ongelman kohdalla, joiden laskennalliset ominaisuudet
poikkeavat toisistaan niin tarvittavien datamäärien kuin laskennan ajallisen keston suhteen.
Testejä suoritetaan kahdessa eri testiympäristössä, luokkahuoneessa olevilla työasemilla
sekä laskentaklusterissa.
Testeissä käy ilmi, että erot vertailtavien työnhallintajärjestelmien teknisissä
ominaisuuksissa vaikuttavat suorituskykyyn. Techila Grid on suunniteltu käytettäväksi
ympäristöissä, missä laskentaresurssien saatavuutta ei voida taata. Tämä heijastuu siinä,
että käynnissä olevia laskentatöitä voidaan joustavasti siirtää tietokoneelta toiselle ilman,
että siirtämisestä seuraisi menetettyä laskenta-aikaa. Monet N1 Grid Enginen ominaisuudet
ovat puolestaan suunnattu klusteriympäristössä suoritettavien rinnakkaislaskentaympäristöjä vaativien sovellusten tukemiseen. Voidaan siis sanoa, että vertailun kohteena
olevat järjestelmät eivät ole toisiaan poissulkevia, vaan toisiaan täydentäviä.
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Solving scientific computational problems often requires a great deal of processing power
and solving these problems on a single computer is very time consuming. By distributing
the computational load between several computers, the time spent solving the problem can
be decreased dramatically. The actual distribution of the computational load is often done
by job management systems. Job management systems are software systems that act as an
interface layer between the user and the computational resources. These systems provide
tools that make utilizing the computational resources transparent and efficient. The goal is
to compare the properties of the two job management systems in use at the Tampere
University of Technology. Another purpose of this thesis is to evaluate their suitability for
solving different types of scientific computational problems.
The thesis is divided into two parts: In the theoretical study part, concepts related to
distributed computing are presented and the technical aspects of the Techila Grid and N1
Grid engine systems are examined. The test part consists of examining the performance of
the systems with three different computational problems. The computational properties of
these test cases are different regarding the required processing time and the amount of data
required. The performance of the systems is evaluated in a classroom and in a computing
cluster environment.
The tests show that differences in the technical aspects of the job management
systems affects the performance. Techila Grid is designed to operate in an environment
where the availability of the computing resources cannot be guaranteed. This is reflected in
the flexible way computational tasks can be migrated between computers while preserving
the computational work already performed. Many of the technical aspects of the N1 Grid
Engine are aimed at supporting applications that require parallel processing environments.
Because the two job management systems have different focus areas regarding distributed
computing environments, it can be said that the two job management systems complement
each other.
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Glossary
Term
Description
Job Management System Software responsible for managing computational resources
and/or scheduling computational tasks.
Batch job

A scheduled computational job that runs without user
intervention

Interactive job

A job that requires user input during runtime.

Parallel job

A job where the tasks are spread across several cores and
involve communication between the tasks.

Homogeneous

Containing identical components. A computing environment
is considered homogeneous if all the hardware and/or software
components are identical.

Heterogeneous

Containing several types of components. A computing
environment is considered heterogeneous if there are several
types of hardware and/or software components.

Resource

A computational resource that is needed to perform
computations. Can refer e.g. to processors, memory or
bandwidth.

Processing element

A hardware element that executes a series of instructions.
Depending on the context the processing element can be a
core, processor or a computer.

Parallelization

Converting a sequential instruction set into a parallel one.

Concurrency

The simultaneous processing of commands

Worker

Computer that is used for performing computations in
Techila Grid middleware.

Execution host
Grid

Computer that is used for performing computations in
N1 Grid Engine.
A network of computers

Parallel programming
environment

A method of enabling communication between computational
tasks.
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1. Introduction

Distributed computing can be defined as the use of several networked systems working
concurrently with the common goal of solving a demanding computational problem. The
computations can be performed in different computing environments. The environment can
be a heterogeneous collection of individual workstations or it can be a tightly coupled
dedicated computing cluster. Different properties of these computing environments mean
that they are suitable for solving different types of problems. When faced with a
challenging computational problem, the choice of the environment affects the overall
performance.
Regardless of the environment, job management systems (JMS) are used as an
interface layer between the end user and the computing resources. One of the main goals of
the job management system is to make the distribution of the resources transparent. This
means that the end user does not need to be familiar with the computational hardware in the
grid infrastructure in order to use them effectively. The job management systems are
responsible for a multitude of tasks such as load balancing, resource management and task
scheduling. Even though job management systems often have similar functionality on a
higher level, the way these features are implemented can affect the performance.
The goal is to compare two job management systems that are in use in the Tampere
University of Technology. These job management systems are Techila Grid, a commercial
JMS developed by Techila Technologies Ltd and N1 Grid Engine, an open source JMS
sponsored by Sun Microsystems. The properties of these job management systems are
examined from a technical perspective and their suitability for solving different types of
research problems is evaluated. The evaluation was done using real-world computational
research problems that were solved in realistic distributed computing environments
The computational problems used in the evaluation had different properties
regarding their execution time, individual task size and amount input data required. The
problems were specifically chosen in such a manner that different properties of the job
management systems would be tested. Tests were performed both in a dedicated computing
cluster and in an interactive classroom environment. One of the goals of this thesis was also
to provide reference material on what matters should be considered when distributing
computations. This area was approached by examining the effects of the different
properties of the test cases and how they affect the performance in different environments.
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2. Distributed computing

Distributed computing is a long known concept where the computing power from several
processors is being used to solve computationally intensive tasks. In the 1970’s, when the
concept of distributed computing was beginning to take shape, computationally intensive
problems were often solved using supercomputers having vector processors. The price of
these supercomputers was high and only large institutions and enterprises had the resources
to buy one or to rent computing time from someone who had one. Advances made in
microprocessor manufacturing technology and the growing need for more processing power
lead to a shift regarding what resources are being used to solve the computational tasks.
This shift has been the most evident during the last decade where clusters composing of
x86 based processors have gained increasing popularity. These types of processors have
become the leading way to implement high performance cluster computing solutions which
is illustrated in Figure 2.1. [1]

Cluster Revenue Share by
Processor Type
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Figure 2.1. Cluster revenue shares of different processor types. [1]

The advances made in microprocessor technology mean that the processing power
available in the ubiquitous workstations in modern institutions has also grown dramatically.
This means that a large amount of processing power is residing in these workstations and it
is often left unused. Harnessing this processing power and using it to solve distributed
computational problems has several benefits. As the workstations are pre-existing
resources, making them available for grid-like distributed computing is often more cost
efficient than acquiring a computing cluster of equivalent processing power. Using existing
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grid-like resources to solve distributed computing problems can also free cluster resources
for applications that require a more stable environment to be executed properly.
A distributed computing environment consists of a collection of individual
computing devices. These computing devices can be workstations, laptops, computing
clusters or any combination of these. These individual computing devices form a
heterogeneous collection of computers that can then be used to perform computational
tasks. It is also worthwhile to make a distinction between parallel and distributed
computing. One way of distinguishing between these two forms of concurrent computing is
by how tightly coupled the processing elements are. [2]
In parallel computing, the individual processors are often located within a small
distance of each other, possibly even inside the same physical computer. The purpose of
this is to ensure reliable and predictable connections between the processing elements.
Distributed computing systems on the other hand can consist of computers, which are nondedicated and can be geographically dispersed. This means that communication between
processors can be unreliable or even impossible. A distributed computing environment is
also usually much more likely to experience changes in its topology than a dedicated
computing cluster. Individual computers can become unavailable due to networking
failures, reboots or other natural phenomena.
Parallel computing can be therefore thought as a subset of distributed computing
where the computing environment has to provide a more tightly coupled environment.
Parallel processing usually requires tightly integrated dedicated computing systems
whereas distributed computing can be performed in a more loosely coupled system
consisting of heterogeneous computing resources. This relationship between parallel and
distributed computing is illustrated in Figure 2.2.

Distributed
Computing

Parallel
Computing

Figure 2.2. Parallel computing as a subset of distributed computing.
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In the context of this thesis, the term distributed processing is used to refer processing that
is occurring simultaneously on different computers.

2.1

Sequential and distributed processing

The difference between sequential and distributed processing is in the amount of concurrent
processing that is performed. Sequential processing is performed on a single processing
element, meaning that the only factor limiting performance is the processors computing
power. A classic example of a program requiring sequential processing is calculating a
sequence of Fibonacci numbers. The method for calculating Fibonacci numbers is shown in
Equation 2.1.1.
𝐹0 = 0
𝐹1 = 1
𝐹𝑛 = 𝐹𝑛−1 + 𝐹𝑛−2 , 𝑛 ≥ 2

(2.1.1)

This means that the process of computing a sequence of numbers must be done in a
specific order as the next Fibonacci number is the sum of the two preceding numbers. The
pseudo code for calculating a sequence of Fibonacci numbers is shown in Algorithm 2.1.1.
FibR(n)
if n > 1
return 1
return FibR(n-1)+FibR(n-2)
Algorithm 2.1.1 Pseudo code implementation for calculating Fibonacci numbers [3]

The instructions defined in Algorithm 2.1.1 have to be executed sequentially
without any concurrency. This means that the next function call can only happen when the
previous one finished and provided input values for the next function call. This sequential
execution for Algorithm 2.1.1 is illustrated in Figure 2.1.1. Computing a sequence of
Fibonacci numbers is a typical example of a computational problem where concurrency is
limited by recursive data dependencies. As the instructions need to be processed
sequentially, the overall execution time is determined by how long each iteration takes and
how many iterations are performed.

5

Figure 2.1.1. Calculating a sequence of Fibonacci numbers. The process starts by calculating the first
number in the sequence with FibR(1). After this, the process continues in sequentially, where
each Fibonacci number in the sequence is calculated after all the preceding numbers have been
calculated.

Some problems are better suited to be solved with the help of distributed computing
than others. One example of these are Monte Carlo methods where random number
sampling is used to model otherwise difficult problems. A purely illustrative example of the
Monte Carlo method is the approximation of the value 𝜋 with the help of a unitary circle
and a reliable random number generator. [4] The method of approximating the value 𝜋 is
done by repeatedly generating random points within the square. Generating these random
points with a reliable random number will cause the points to be spread evenly. The ratio of
points within the unit circle in relation to the total number of generated points starts to
approximate 𝜋/4. The accuracy of this method becomes better as more randomly generated
points are included in the results. This method is illustrated in Figure 2.1.2.

Figure 2.1.2. Using random numbers to approximate 𝜋 with the help of a unit circle. Randomly generated
points are distributed evenly over the area of the square. The area of the unitary circle is 𝜋 and
the area of the square is 4. The ratio of these areas is 𝜋/4 meaning that the ratio of points that
fall within the unitary circle is also 𝜋/4. [4]

A sequential Monte Carlo implementation can be converted to a distributed one by
dividing the random point generation between the computers so that each computer
performs a part of the workload. The process of distributing a Monte Carlo approximation
consisting of N random point generations to p processing elements is illustrated in Figure
2.1.3. As the random numbers and ratios can be calculated in any order, the workload
distribution is relatively easy.
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Figure 2.1.3. Approximation of 𝜋 using N random samples divided to p processing elements with a distributed
Monte Carlo implementation. Init is sequential code that is responsible for distributing the
workload to the computers. Rand(N/P)performs an independent part of the Monte Carlo
approximations. Aggregation is sequential code where the results are collected.

As illustrated in Figure 2.1.3, an application always has parts that require sequential
processing. Such inherently sequential parts are for example initializations, result
aggregations or loop structures that contain data dependencies.

2.2

Overheads

Overheads are additional operations that must be performed when distributed computing is
used to solve a computational problem. These additional operations cause delays during the
execution and decrease performance. Overheads can result from several different sources as
demonstrated in studies where the effect of overheads was examined. [5, 6, 7] Possible
overheads include delays that result from data communications, synchronization delays,
task startup delays and imperfect task scheduling. In the context of this paper, the concept
of task scheduling is used to measure the effects of the job management systems scheduling
decisions on performance.
Communication overheads refer to time that is spent transferring data rather than used
to perform computations. Communication overheads can be caused by different types of
communication operations. When the application can be divided into individual tasks that
do not require inter-task communication, communication delays are caused by data
transfers between the server and the computers performing the computations. When the
tasks need to communicate with each other, communication overhead is also caused by
communications occurring between processing elements. The effect of communication
overheads depends on the application and on the network infrastructure.
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Synchronization overheads occur in applications where the tasks need to be performed
in a specific order in order to prevent possible race conditions. A race condition refers to a
situation where different tasks depend on a shared state of some variable. If tasks are
completed in a wrong order, it can cause the application to perform incorrectly. The
synchronization of the tasks means that some tasks need to wait for other tasks to complete,
before they can continue processing their own instructions. Synchronization overheads do
not occur in applications where the tasks are independent and can be completed in any
order.
Task startup and terminations include operations that need to be performed in order for
the task to initialize and terminate properly. These operations are different depending on the
task. Tasks that communicate with other tasks need to initialize a parallel programming
environment that enables inter-task communication. Delays are also caused by such
operations as loading shared libraries in preparation for the function calls in the application.
Computation time can also be lost due to delays in task scheduling. At a more detailed
level, the scheduling decisions determine how different threads in a program are allocated
on a multicore processor. Scheduling overheads can also be used to model the effect of the
scheduling decisions made by a centralized scheduler in a job management system. These
decisions include what jobs to run, where to run those jobs and when to dispatch the jobs.
An illustration of the overheads in an independently parallel computational task is shown in
Figure 2.2.1.

Figure 2.2.1. Sources of overhead during the processing of an independently parallel computational task.
Yellow indicates delays caused by overheads. Green indicates the actual processing of the
application.

The effect of overheads in distributed computing is difficult to quantify on a general
level. This is because the delays that result from operations are different for all applications.
The hardware infrastructure also affects how much delays are caused by communication
overheads.

2.3

Granularity

The concept of granularity describes how small the individual computational tasks are. This
also means that granularity describes the relation between time spent on computation and
time spent on communication. [8] As the task size is decreased, the ratio between
computation and communication becomes smaller. This is known as making the problem
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finer grained. An illustration of a fine grained and a coarse grained problem is shown in
Figure 2.3.1.

Figure 2.3.1. Differences in the computation to communication ratio with different granularity problems.

Granularity is also closely related to the amount of overheads that are incurred when
computational workload is distributed. A study performed at Tampere University of
Technology (TUT) demonstrated that dividing a fixed sized problem into excessively small
computational tasks can result in diminished throughput. [9] Figure 2.3.2 illustrates the
effect of task granularity on performance.

Figure 2.3.2. Effect of granularity and resulting overheads on performance. [9]

The graph illustrates the performance of a distributed application with different task
sizes. As the individual task size is decreased, performance starts to eventually decline.
This is because making a problem fine grained also results in increased communication
overheads and delays that result from repeated task start-ups and task terminations. The
trade off in coarse grained problems, where the computational task size is large, is that load
balancing is more difficult. The relationship between granularity and overheads means that
when distributing computational load, it is possible to tune the performance of the system
by adjusting the size of individual computational tasks.
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2.4

Forms of parallelism and implementations

On a general level, parallelism refers to the concurrent execution of computational tasks.
Parallelism exists on several levels and these different levels of parallelism are closely
linked to the amount of overheads and the granularity of the problem. This is illustrated in
Figure 2.4.1. At the coarsest level, parallelism can be the execution of the same program or
task simultaneously on different computers with different parameters. At the finest level, it
can be the execution of instructions in parallel on a single processor. [10] In the context of
this study parallelism is examined on the coarsest levels.
Parallelism can also be classified on the basis on whether or not the tasks need to
communicate with each other. When a problem can be divided into tasks in such a manner
where they do not need to communicate with each other, the problem is called
embarrassingly or independently parallel. The terms refer to a form of parallel computing
where there is no need for communication between the individual tasks. The tasks can also
be completed in any order without affecting the result. This means that there are no
synchronization overheads resulting from one task waiting for another task to reach a
synchronization point. These types of problems where the individual subtasks are totally
independent encompass a large field of scientific computational problems that require
processing large amounts of computational jobs with slightly differing parameters. For
example, applications relying on Monte Carlo methods for modeling complex scientific
problems can often be solved with the independently parallel approach.

Figure 2.4.1. Different levels of parallelism. The amount of overheads increases when the problem is made
more fine grained.

Figure 2.4.2 illustrates the differences between independent parallelism and regular
parallelism. The green squares represent computers that are used perform the computational
tasks and the yellow square indicates the server that is distributing computational tasks.
Possible lines of communication are indicated by the connections between computers. With
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independent parallelism, the problem can be solved parametrically without information
flow between tasks. This means communication only occurs between the server and the
computers performing the computations. With regular parallelism, the problem needs to be
solved with an implementation that enables information to be passed between tasks. This
inter-task communication is indicated by the lines of possible communication between the
computers that are performing the computations.
Solving in parallel

Solving parametrically

Figure 2.4.2. Left: Information flow when solving a problem in parallel with information passed between
tasks. Right: Information flow when solving an independently parallel problem
parametrically.

In order to parallelize a problem, it needs to be divided into discrete pieces of that
can be executed concurrently. There are several ways to parallelize a problem, two such
methods are task parallelism and data parallelism. Task parallelism refers to the
simultaneous processing of independent parts of code that can be executed concurrently.
Data parallelism refers to the simultaneous execution of the same operation on
different parts of a data set. Programs often contain sections where the same operation is
repeated several times, for example when loop structures are processed. If there are no
dependencies between the operations, they can be executed concurrently. Data parallelism
is often easily locatable and depending on the dependencies between the data sets, the
processing can be either done independently or in parallel with the help of information
passing between tasks. [11]
All applications require some sort of input data to function, but the amount of this input
data varies greatly depending on the application. The ratio of how much computational
work can be done with a unit of distributed data is called the compute-to-data ratio of a
problem. This compute-to-data ratio affects how the actual distribution needs to be
implemented. Problems that have a high compute-to-data ratio need a small amount of data
and can perform a large amount of computations with this data. Problems with a low
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compute-to-data ratio need a large amount of data and can perform a relatively small
amount of computations with it. Depending on the network infrastructure, this compute-todata ratio can determine on how loosely connected systems the problem should be
deployed. High compute-to-data ratio problems can be deployed on loosely connected
systems whereas problems with a low-compute-to data ratio could need a more tightly
coupled system. When parallelizing a computational problem there are a few key issues
must be considered.




Is the problem solvable parametrically or is parallel processing with information
passing between tasks needed?
Can the instructions in the algorithm be divided into separate parts or is most of the
time spent processing the same operation on different sections of a dataset?
Is the compute-to-data ratio high enough to justify deploying to loosely coupled
systems or does the problem need a more tightly coupled environment to execute
properly?

The need for this analysis and understanding how an application functions was
demonstrated in a report by K. Bonham and R. Ferguson where seismic data modeling was
done using parallel distributed MATLAB. [12] The application was a numerical
implementation of the propagation of a scalar wave in anisotropic media in three
dimensions. The detailed modeling algorithm consists of two primary functions. Equation
2.4.1 is responsible for extrapolating the plane wave to another grid level. Equation 2.4.2 is
responsible for the visualization of the propagating wave in three dimensions.
𝜑(𝐩, ∆𝑧)𝜔 = 𝐴(𝐩, ∆𝑧)𝜔 𝜑(𝐩, 0)𝜔 𝑒 𝑖𝜔𝑞 (𝐩)𝜔 )∆𝑧
T𝐩→𝑥 𝜑(𝐩, 𝑧)𝜔 𝑒 𝑖𝜔 ,𝑡

𝜓 𝐱, 𝑧 = 𝜀

(2.4.1)

(2.4.2)

𝜔

The simplified pseudo code representation of the above problem is shown in Algorithm
2.4.1.
init();
R = zeros(X,Y,Z);
for f = 1:F
L = A(X,Y,Z,f);
R = R + L;
end
final();
Algorithm 2.4.1. Sequential execution of the modeling algorithm.[12]
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The two main steps, extrapolation and summation are represented by functions A
and R respectively. The range F represents the frequency range of interest. This is the
sequential execution method where any parallelization has not been implemented yet. K.
Bonham et al then proceeded to divide the workload into smaller parts with two different
methods. The first method consists of a simple approach where iterations of the
computationally intensive part are separated into individual tasks by using MATLAB’s
parallel for –functionality. This is an example of data parallelism, where the same
operation is performed on different parts of the data set. The operations within the loop
structure are also independent, meaning that the tasks can be solved independently without
communication between the tasks. This data parallel approach is shown in Algorithm 2.4.2
init();
R = zeros(X,Y,Z);
parfor f = 1:F
L = A(X,Y,Z,f);
R = R + L;
end
final();
Algorithm 2.4.2. Data parallel execution of the modeling algorithm. [12]

The performance of this data parallel approach was hindered by the way MATLAB
implements the parallel for –loop. As multiple data files were transmitted between the
server and computers performing the computations, the network connection became
congested which reduced performance. Another implementation of the algorithm was then
used where the number of data files that needed to be transferred was reduced. This was
done by performing more of the processing on the worker computers as shown in
Algorithm 2.4.3.
init();
R = zeros(X,Y,Z);
parfor w = 1:W
S = zeros(X,Y,Z);
for f = 0+w:W:F
L = A(X,Y,Z,f);
S = S + L;
end
write_file(w,S);
end
parfor w = 1:W
if (iam_node_rep(w))
M = zeros(X,Y,Z);
for k = 1:W
if (file_exists_locally(k))
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S = read_file(k);
M = M + S;
end
end
R = R + M;
end
end
final();
Algorithm 2.4.3. Data parallel execution of the algorithm with smaller communication overheads. [12]

Algorithms 2.4.1, 2.4.2 and 2.4.3 show that the design process of a distributed
algorithm is often an iterative one. Hardware and software properties of the computing
environment limit what algorithmic solutions are possible. Respectively the computing
environment sets restrictions on what algorithms can be implemented.

2.5

Data intensive problems

A problem is data-intensive when the amount of source information is either limiting the
methods that can be used to solve the problem or the way the results can be addressed. With
the dramatic increase in both the computing power available and the amount of information
generated from scientific measurements, the data needs of commercial and scientific
applications from a wide area of fields have also increased exponentially. Computational
problems can be qualitatively classified as data intensive if the availability of input data is
the rate-limiting factor when trying to maximize the performance of the system. This
problem caused by limited data availability is increasingly evident when using distributed
computing resources. This is because data needs to be transferred using a limited amount of
network bandwidth.
The computational workload in distributed computing systems is managed using job
management systems. This means that the mechanisms that the JMS uses to distribute the
computational data affect the overall performance. Often job management systems are CPU
centric. This means that they primarily schedule jobs based on the CPU requirements. This
approach works well when dealing with computationally intensive applications, which do
not involve large data transfers. The schedulers often use this CPU centric approach also
with data-intensive computations. This is because they handle the data transfers only as a
necessary procedure that needs to be performed in order to distribute the workload to the
computers.
The physical location of the computational data also affects the overall performance
when distributing a computational problem. The locality of the data generally speaking
defines the rate at which the application can process data relevant to the computations, such
as input or output files. This processing rate decreases as the distance of the data from the
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processor increases. The data access speed is fastest when the data is located in processor
cache or RAM memory of the computer that is processing the computations. With more
loosely coupled distributed computing problems, the relevant question is whether the input
data is located physically on the computer that is performing the computations. Two access
methods can then be defined based on the fact on where the data is located. The data can be
located on the local hard drive of the computer or it can be located on a different machine
in which case the data is accessed remotely with the help of a network connection.

2.5.1 Network file system
One of the most common methods of accessing computational data with distributed
computing applications is by using a Network File System (NFS). It is therefore prudent to
briefly examine how NFS functions. The popularity of NFS stems from the fact that it is
easy to use and simple to manage. It also provides a stable and transparent way to access
files remotely and use them as they were located on the user’s own computer. The network
and file server transparency is achieved by hiding the actual physical location of the file.
This means that the file can be located on the user’s own local disk or on a file server
behind a network connection and the user process would function in a similar manner in
both cases from the end users perspective.
The traditional implementation of a NFS server is done by storing all the data on
single file server from where the data is accessed using a single point of entry provided by a
network interface card. As illustrated in Figure 2.5.1.1, the user’s process is not affected by
the location of the file and it could be located on the local disk or on the NFS server. The
differentiation is done in the clients OS kernel and the kernel is responsible for making the
correct decisions on behalf of the user regarding how the file should be accessed. If the user
process is accessing a file that is located on the local disk, the kernel passes the information
to the local file access method and no NFS actions are needed
When the file is located on the NFS server, the client kernel passes this information
to the NFS client method which is used to handle the remote access. The NFS client then
sends a remote procedure call with e.g. the Transmission Control Protocol / Internet
Protocol (TCP/IP) to the NFS server. The NFS then initiates local access procedures on the
NFS server in order to access the file requested by the user process. This process is
repeated for each file that the user process wishes to access if it is located on the NFS
server.
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Figure 2.5.1.1. Data access procedures performed depending on data location. The physical location of the file
is hidden from the user process. Different access methods are used automatically depending
on the location of the data.

When all the data is stored on a single NFS server, it means all the communication
between the NFS clients and the NFS server use a single point of connection provided by
the server network interface card. This means that all the communication between NFS
clients and the NFS server processes also passes through the single network connection.
Because all the data passes through one network point on the server side and that network
point has to provide access to increasingly I/O intensive distributed applications, the lack of
scalability on the NFS server’s side can begin to limit performance. [13]
The lack of scalability of the traditional implementation of the NFS is well known
and several parallel, distributable and in general more scalable file access methods have
been studied. [14, 15] The lack of scalability is most apparent when the server has to deal
with multiple concurrent file operation requests that all require bandwidth. The amount of
network traffic can also be reduced by using other means such as using parallel
implementations of a NFS or by using local storage hard drives as a temporary measure for
storing input, output and intermediary data files.

2.6

Throughput and Turn-around time

Distributed computing problems consist of a large number of computational tasks that
solved simultaneously on several processing elements. The performance of a system can be
measured by examining the throughput. [16] Throughput measures the number of jobs that
are completed in a specific time interval and does not pay attention to the order in which
the jobs are completed. The formal representation is shown in Equation 2.6.1.
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𝑇𝑟𝑜𝑢𝑔𝑝𝑢𝑡 =

𝑁𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑗𝑜𝑏𝑠 𝑐𝑜𝑚𝑝𝑙𝑒𝑡𝑒𝑑
𝑇𝑖𝑚𝑒 𝑖𝑛𝑡𝑒𝑟𝑣𝑎𝑙

(2.6.1)

Turn-around time is used to describe the total time elapsed between job submission and its
completion. This is shown in Equation 2.6.2. Turn-around time is a useful metric for
measuring the effect of overheads in distributed computing applications.
𝑇𝑢𝑟𝑛 𝑎𝑟𝑜𝑢𝑛𝑑 𝑡𝑖𝑚𝑒 = 𝑇𝑖𝑚𝑒 𝑜𝑓 𝑐𝑜𝑚𝑝𝑙𝑒𝑡𝑖𝑜𝑛 − 𝑆𝑢𝑏𝑚𝑖𝑠𝑠𝑖𝑜𝑛 𝑡𝑖𝑚𝑒

(2.6.2)
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3.

Distributed computing environments

Distributed computing environments consist of networks of independent conventional
computers. Each of the computers will often have their own operating systems installed and
this means that the system doesn’t have a single system image. The machines in the
distributed system can be e.g. the individual workstations, Massively Parallel Processors
(MPP), Symmetric Multiprocessors (SMP), clusters or any combination of these. This
study focuses on clusters and networked workstations.
Different applications have different properties concerning their memory usage,
sizes of the input and output files and their execution time. This means that the tasks have
different requirements regarding the computational environment, meaning that some
problems are more suitable to be computed in certain environments than others. Distributed
computing environments can be classified into two categories based on the fact on whether
or not they are dedicated for computing. In the context of this paper, a dedicated computing
environment refers to a dedicated computing cluster where the resources are only accessible
by using a job management system. A non-dedicated environment refers to a group of
workstations located in a classroom environment where people are able to physically
interact with the computers. In the context of this study, this interaction is referred to as
interactive usage.

3.1

Dedicated environment

A computing cluster is one implementation of a distributed computing environment and
consists of several, usually homogenous computing nodes that are interconnected with
high-speed local area network connections. The cluster nodes are located in close proximity
to each other. This means that the level of coupling is much higher than in a grid like
environment where network latencies between computers can be substantially larger. The
combination of homogeneity, low latencies between interconnected computational nodes
and support for a parallel programming environment on the part of the JMS means that it is
possible perform tightly coupled parallel computations in such environments.
Homogeneity is an important factor when determining the efficiency of parallel
applications that require inter-task communication. This is because the systems
performance is limited by the slowest computing node. A simple example of a tightly
coupled computational program that contains information transfers between computational
nodes is shown in Figure 3.1.1. If variable A is being computed on node 1, variable B on
node 3 and variable C on node 4, the computation of variable D on node 2 cannot begin
before all the nodes have finished their computations and relayed the results to node 2.
With tightly coupled problems, a dedicated computing environment is preferable since the
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interruption of a single task means that the execution of the entire program is delayed. The
program is delayed until the interrupted process is either migrated to another node or put on
hold until the resource becomes available again.

Node 1
A=G+H

Node 2
D=A+B

Node 3
B=X3+C

Node 4
C=X1+X2

Figure 3.1.1. A computational task with data dependencies executed in a tightly coupled environment. Final
results are calculated on Node 2. All the other nodes need to complete their computations
before processing on variable D can be started.

A typical configuration of a cluster intended for computational purposes consists of
individual interconnected nodes that each have their own operating system installed. [17]
The structure of such a cluster configuration is shown in Figure 3.1.2. The network
interface is responsible for processing the packets sent and received by the node. This
interconnection is usually implemented with a high speed local area network (LAN) or by
using specialized system area networks such as Infiniband or Myrinet which provide higher
bandwidth and lower latencies. Some of these protocols, such as Myrinet, are able to
communicate without calling the operating system. This means that messages contain less
communication overhead and this in turn enables faster inter-processor communication.

Figure 3.1.2. Computing cluster architecture. The parallel programming environments and cluster middleware
provide an interface layer for the parallel and sequential applications making the hardware layer
transparent.
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The nodes can be either used in co-operation in order to solve a parallel problem
with the help of the parallel programming environments that enable message passing and
the development of parallel applications. The nodes can also be used as individual
computers to achieve more independent computational goals. The cluster middleware or the
job management system is responsible for pooling the computational resources together and
providing the user with a single system image where the hardware layer has been hidden.

3.2

Non-dedicated environment

A non-dedicated environment refers to an environment where physical interaction is
possible with the workstations. Common examples of such environments are the
workstations located in classrooms in a campus area. The processing power in these
workstations can be used to solve distributed computing projects by using the idle CPU
cycles. This is known as cycle harvesting and is a commonly used technique in nondedicated environments. With cycle harvesting, idle CPU cycles are located and made
available for computational purposes. Because cycle harvesting only uses idle CPU cycles,
it means that any interactive usage is given priority. This means that the availability of the
computational resources cannot be guaranteed, because interactive users can log on to a
computer at any time. The appeal of non-dedicated environments stems from the fact that
the computational power in non-dedicated resources is often more abundant than in
dedicated systems.
The likelihood of a computational task being interrupted by an interactive user
logging on the computer increases with the time required to solve the task. This means that
the throughput of a system is often higher with shorter tasks. Because non-dedicated
resources are often geographically dispersed, the delays caused by data communications are
also larger. The lack of availability and long distances between computers mean that these
kinds of computational resources cannot be effectively used for parallel computing. More
loosely coupled problems can be solved efficiently in these kinds of environments.
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Node 1
A1=X1+Y1

Node 5
A5=X5+Y5

Node 2
A2=X2+Y2
∑ A1+...+A5

Node 4
A4=X4+Y4

Node 3
A3=X3+Y3

Figure 3.2.1. A computational task with no data dependencies between tasks executed in a loosely coupled
environment. Computations can be executed in any order without affecting the final result.

Figure 3.2.1 illustrates the process of solving a loosely coupled computational
problem where there are no dependencies between individual tasks. The results for
individual jobs are calculated on the computers without needing information regarding the
state of the calculations in other nodes. If computations are interrupted on some of the
computers, the computational tasks that being processed on other computers are not
affected. After the computations have been completed, the results are aggregated on the
server and the final result is produced.
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4. Job Management Systems
Job management systems have a major role in modern distributed computing as they
provide an abstraction layer between the hardware resources in the computing environment
and the end user. The job management systems are also responsible for the efficient
utilization of the computing resources, managing user permissions and providing tools for
the administration that can be used to maintain the grid infrastructure. An extensive list of
necessary features in a job management system was proposed in a research report from
NASA [18]. The list of requirements can be summarized to include the following features.












Batch jobs – In many cases, the computational problem consists of several similar
tasks, where the user wishes to either analyze a specific dataset using different
parameters or the computational task can consist of analyzing several datasets using
the same parameters. These kinds of problems are independently parallel problems.
The job management system should therefore be able to handle submissions that
contain a large number of individual computational tasks and it should be able to
process them without manual intervention.
Parallel jobs – Parallel jobs differ from batch jobs in the way that the tasks need a
method of communicating with each other. This inter-task communication can be
established with the help of parallel computing environments such as Message
Passing Interface (MPI) or Parallel Virtual Machine (PVM).
Interactive jobs — The user should be able to run interactive jobs in the computing
environment
Checkpointing — The JMS should provide tools for checkpointing. Checkpointing
improves a systems fault tolerance as it provides a periodic roll-back point which
can be used to recover the computational state of the program and to resume the
processing.
Process migration – The JMS should be able to perform job migration. Migrating
refers to the process of moving the computational task to another computer in the
case it is interrupted. This feature is closely linked to the checkpointing facilities of
the JMS as checkpoints are often used to resume the computation on the new node.
Heterogeneous system support – The JMS should be able to work with computers
having different operating systems and differing hardware architectures.
Load balancing – The JMS should be able to distribute the computational load so
that none of the computers are allocated too much workload. Allocating too much
computational workload can lead to oversubscribed computers, low throughput and
increased turnaround times.
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Resource management tools – The JMS should provide tools to control the
computational resources in order to provide fair access for the users or to distribute
the resources according other policies.

There are a multitude of different job management systems available and their architectures
differ widely as do the models used to represent them. The layered model of a distributed
computing environment operating under the control of a job management system is shown
in Figure 4.1. The job management system layer often consists of two major functional
components; the server that coordinates all the activities regarding the JMS and the
computers that provide the computational power of the system. The user often only
interacts with the server’s frontend by the user interface provided by the JMS or by using
an API which provides the functionality of the JMS within another application.

Figure 4.1. JMS as a part of a distributed computing environment.

Often job management systems appear similar at first glance, as they both provide
functionality that can be used to distribute computational load to the clients connected to
the server. The differences between JMS arise from the varying mechanisms that are used
to implement these features. Differences can include differences in the way the system
handles scheduling, load distribution, checkpointing or regarding the tools that it provides
for the administration for resource management. In this chapter, the properties of the two
job management systems, the Techila Grid middleware and N1 Grid Engine are studied in
more detail.
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4.1 N1 Grid Engine

N1 Grid Engine (N1GE) is a distributed resources management system, which provides a
job queuing mechanism, scheduling policies, priority schemes, resource monitoring and
management tools. N1GE also provides a transparent user interface, meaning that the end
user does not have to know the inner structure and workings of the grids computing
resources in order to utilize them effectively. The open source version of the N1 Grid
Engine used in the tests was 6.2u4. As the documentation for the newer versions of Grid
Engine products is only available in a wiki form at wikis.sun.com, the following
information concerning the properties of the Grid Engine software is based on that
information. [19]

4.1.1 Overview
The structure of a N1 Grid Engine computing environment revolves around the concept of
hosts. These hosts are computers that have a specific role in the computing environment.
The hosts can be divided into different categories according to their role.





Master host
Shadow master host
Submit host
Execution host

The master host is the main component in a N1GE cluster. It is responsible for
running a process called Qmaster which is responsible for all the essential tasks regarding
the clusters functionality. These tasks include scheduling, receiving and distributing of jobs
as well as managing user access permissions and monitoring the status of the cluster. The
shadow master is an optional backup system in case the master host becomes unavailable
for some reason, for example because of a system crash or networking issues. These
shadow masters monitor the master hosts operation by using a heart beat file which is
transmitted at regular intervals between the master and shadow master hosts. If the
transmission of these files becomes interrupted and does not resume in a predefined time
interval, the shadow master assumes the role of the master host
The submit host enables the user to interact with the N1 Grid Engine. When logged
on to a submit host, the user can submit jobs, monitor the status of the jobs and the cluster
nodes or request accounting information from the accounting data base. Execution hosts
are responsible for executing the jobs that are assigned to them. Each execution host is
running an execution daemon which enables the node to communicate with the master. This

24
communication involves relaying information about its health and its current workload. The
communication between the master and execution hosts gives the master host information
that is used when making scheduling decisions during a scheduling run. The structure and
interactions between the main host types in a N1 Grid Engine environment are shown in
Figure 4.1.1.1.

Figure 4.1.1.1. Information flow between different hosts in a distributed computing environment running N1
Grid Engine. The user interacts with the server using a submit host while the server controls
the computational resources.

The user interacts with the system by logging on to a host that has been registered
as a submit host. Job submissions to the N1GE system are accepted from all the hosts that
are identified as submission hosts by the master host. These job submissions can be done
either by using the command line interface (CLI) commands or by using the graphical user
interface. Jobs submitted to the N1 Grid Engine system from the command line interface
contain a reference to the path to a binary or a script that the user wants to be executed on
the execution hosts. When a script is submitted, the user can also include N1GE specific
parameters in the submit script. The path reference is then passed on to the execution hosts
where the instructions specified in the script or binary are performed. Jobs can also be
submitted by using a Distributed Resource Management Application API (DRMAA), if
both the application and N1GE support it. The DRMAA is a standard API that enables third
party applications to interact directly with the resource manager.
When a job is submitted from a submit host, the following information is relayed to
the Qmaster: The user’s identity, environment settings, path reference to the computational
instructions and all N1GE parameters. Environmental settings can also be exported from
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the submit host’s environmental settings. All references to the location of necessary files
have to be defined at this point. [20]
The job request is received by the Qmaster and the scheduler process assigns the job
to the best possible execution host according to the specified scheduling policies. The
Qmaster then dispatches the job to the designated execution host. When the job is received
by the execution host, the host creates a local process that handles all the utilitarian tasks.
These tasks include e.g. parallel programming environment initializations and other job
related procedures that need to be performed. The job is then started according to the
computational instructions submitted by the user. The progress of the job is monitored
during execution and the execution host keeps the master host informed about the job’s
resource usage. When the job finishes, the execution host informs the Qmaster about the
exit status. If the job finished correctly it is marked as finished. If errors were generated, the
exit status is updated accordingly. Generated output files are stored in the location that was
specified during job submission. The job is then registered as finished and new
computations can be assigned to the execution host.

4.1.2 Resource management
Resource management in a distributed computing environment running N1 Grid Engine is
done by abstracting the hardware layer. The abstractions make it easier for the
administration to manage resources and they also make using the resources easier from the
end-users perspective. These abstractions layers are called queues and host groups.
Host groups make it possible to refer to multiple hosts using a single name. Hosts
can be allocated to host groups based on e.g. hardware, operating system or ownership
specifics. The groups are hierarchical, meaning that groups can be nested within other
groups. Host groups can also overlap with other host groups. The host groups in an N1GE
environment usually form a tree like structure with the base level host groups consisting of
individual execution hosts. An example of a N1GE cluster configuration is shown in Figure
4.1.2.1.
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Figure 4.1.2.1. An example host group and queue configuration. Queue instances are execution hosts that
belong to a specific queue. Host 5 has currently one job running on one slot that has been
submitted with the all.q queue.

New hosts can be added to the N1GE environment without having to shut down the
master host. The execution host only needs to be added to a base level host group, after
which it is automatically also added to any other host groups the host belongs to. Access to
computational resources is achieved by giving users access rights to specified queues. This
means that different resources can be made available to different focus groups. One queue
could e.g. be made available to the public while the rest of the computing resources would
be divided in a desired way between research groups within the organization maintaining
the cluster. Queues can also be configured to run different types of jobs, such as
checkpointing or parallel jobs.

4.1.3 Scheduling

Scheduling and load distribution decisions in N1GE are based on the clusters current load,
the jobs priority in relation to other jobs, the performance of the execution hosts and any
hard or soft requirements associated to the job. The scheduling process in N1GE is handled
by the master host and a scheduling run can be configured to run based on different
conditions. The default configuration is to run the scheduling run at fixed 15 second
intervals. The scheduling run may also be configured to run when new jobs are submitted
or when an execution daemon announces that it has finished its current job.
The actual scheduling process is divided in to two stages. The first stage is called
job selection. This stage consists of sorting all the pending jobs in priority order. The order
is determined by the scheduling policies that are in use. The priority can be affected by who
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submitted it, the specified resource requirements, how long the job has been in pending
state and various other factors. The second stage is called job scheduling. This stage
consists of assigning jobs from the sorted list to job slots according to their priority order.
During job selection, each job is assigned a priority value. The priority value of a
job is derived based on the scheduling policies that are in use in the cluster. There are three
classes of scheduling policies; ticket, urgency and custom policies. The total priority for
each job is determined by a combination of the priorities assigned by these policies. After
the jobs have been assigned their respective total priority values, the list of pending jobs is
sorted according to the total priority values. The cumulative effect of different scheduling
policy priorities is illustrated below.

𝑇𝑜𝑡𝑎𝑙 𝑝𝑟𝑖𝑜𝑟𝑖𝑡𝑦 = 𝑈𝑟𝑔𝑒𝑛𝑐𝑦 ∗ 𝑛𝑜𝑟𝑚𝑎𝑙𝑖𝑧𝑒𝑑 𝑢𝑟𝑔𝑒𝑛𝑐𝑦 𝑣𝑎𝑙𝑢𝑒 +
𝑇𝑖𝑐𝑘𝑒𝑡 ∗ 𝑛𝑜𝑟𝑚𝑎𝑙𝑖𝑧𝑒𝑑 𝑡𝑖𝑐𝑘𝑒𝑡 𝑣𝑎𝑙𝑢𝑒 +
𝑃𝑟𝑖𝑜𝑟𝑖𝑡𝑦 ∗ 𝑛𝑜𝑟𝑚𝑎𝑙𝑖𝑧𝑒𝑑 𝑝𝑟𝑖𝑜𝑟𝑖𝑡𝑦 𝑣𝑎𝑙𝑢𝑒

During job scheduling, the actual process of dispatching jobs to the execution hosts
is performed. The process of selecting a slot for a pending job can be divided in to four
steps. The first step consists of filtering and the next three steps consist of sorting the queue
instances according to different criteria.
1. Filter the queue instances according to any specified hard requirements. Exclude
any instances that do not fill all of the requirements.
2. Sort the list of queue instances according to soft requirements. Queue instances
fulfilling most requirements are placed at the top.
3. Sort the list from step 2 according to queue sequence numbers. The queue
instance list is sorted from the lowest sequence number to the highest one.
4. Sort the list from step 3 according to the reported load values of the hosts. The
least loaded hosts are placed at the top.
The pending job is then sent to a job slot at the top of the list. These four steps are
repeated for all pending jobs. More details about the scheduling process and the policies are
listed in Sun documentation. [21]

4.1.6 Accounting
N1 Grid Engine stores information on all finished jobs in an accounting data file.
Information stored for each job includes details about its start, submit and end times.
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Information about the system resource usage is also logged using a getrusage system call,
which is a feature in the Linux operating system. Accounting information can be displayed
on a user, queue or a cluster level. The accounting information stored in the data file can
also be stored in a SQL database with the help of the optional Accounting and Reporting
Console (ARCo) module.

4.1.7 Checkpointing
Checkpointing means storing the current state of the computation and is used to improve
the fault tolerance of a program. When a checkpoint is generated during the computation, it
provides a reference point that can be used to resume the computation in case the currently
running process becomes interrupted. The computation can be either resumed on the same
node or it can be resumed on another node. In the case where the computation is resumed
on another node, the process is known as migration. When dealing with computational
tasks that need a large amount of CPU time in order to be completed, the need for
checkpointing methods increases.
N1GE supports two ways in which checkpointing can be implemented, the user
level checkpointing method and operating system (OS) checkpointing. With user level
checkpointing, the user is responsible for providing mechanisms which are used to
checkpoint the process. This can be implemented by integrating the commands for storing
the intermediate results of the computation in to the code or by using external
checkpointing libraries.
OS level checkpointing can be used in cases where the operating system supports it.
With this method, the OS is responsible for storing a snapshot of the system state so that
also the state of the computation is stored. The checkpoint files generated by OS level
checkpointing mechanism often contain a large amount of data. This is because the OS
does not know what is relevant information and what could be discarded. This means that
checkpoints generated from programs using large amounts of virtual memory can be large.
Different methods are used to determine what parts of the systems state should be stored
but usually the disk space footprint of OS level checkpoints is much higher than
checkpoints created according to the users specifications. [23] Portability is also one
differentiating criteria. OS level checkpointing needs a homogeneous computing
environment to ensure that the migrated job can be resumed successfully.
When a checkpointed job is migrated to another node, the generated checkpoint
files must be also visible to the new node. If the files are stored in a location which is not
visible, they need to be transferred to a location which is accessible to the new node. Any
checkpointing environments must be configured by the administrative staff before they can
be used. After they have been configured, the end user can define the job to use a suitable
checkpointing environment and by selecting a queue that supports checkpointing.
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4.2

Techila Grid middleware

Techila Grid middleware (TGM) is a commercial job management system developed by
Techila Technologies Ltd. It is designed to provide a distributed high performance
computing solution by harvesting idle CPU cycles from existing machines within an
organization. TGM also provides tools for resource management, scheduling policies and
resource monitoring.

4.2.1 Overview

The two main components in Techila Grid middleware is the Linux based server side
software and the software that is installed on the worker computers. The server software is
responsible for scheduling projects and managing the computational resources in the grid
environment. The Java-based worker software is responsible for making the decisions on a
worker level regarding job state alterations and performing other functions related to the
computation tier.
The server is responsible for collecting information of the state of the computational
resources. Information is stored on a worker basis of both the static and the dynamic
properties of the worker computer. Static information includes details about e.g. the worker
architecture, operating system type, the number of available cores and other hardware
characteristics. Dynamic information is stored about the current CPU and memory load,
number of jobs that are being processed and other load characteristic. This information is
available both in real-time and also past information on the load characteristics can be
viewed on a more general level. When a new worker computer is added, a benchmark test
is performed that is used to measure the processing power of the computer. The benchmark
value generated in the test is linked to the worker. The server maintains a database of all
calculated benchmarks. These benchmark values are used in conjunction with other load
information to determine which workers are assigned jobs. The amount of concurrent jobs
on a single worker is limited by the number of cores in the worker.
When an end-user is submitting project to the job management system, hard level
requirements can be included in order to make sure the computational task can be
performed efficiently. Hard level requirements mean that in order for the job to be
dispatched, all the specified requirements must be met. Possible parameters regarding the
computational requirements can include for example minimum allowed benchmark value,
details about the processor architecture, server-worker latency or amount of free memory.
Workers can also be included from only certain worker groups. Using these specifications,
the user can form a LDAP type filter, which the scheduler can use to filter out any workers
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that do not meet the requirements. An illustration of a distributed computing environment
operating under TGM is shown in Figure 4.2.1.1.

Figure 4.2.1.1. Interaction between different components in a TGM environment. The user interact with the
server from the using the Techila Management Interface. The server controls the
computational resources.

Computational projects can be submitted to Techila Grid from any computer. This
differs from a N1 Grid Engine environment, where jobs can only be submitted from
registered submit hosts. User authentication is done with Techila Keys that consist of a
public and a private key pair. The public key is stored on the server and the private key is
used for code signing on the user’s computer. The user also has to provide a user-specific
password when submitting projects. This means that only projects submitted by valid users
are accepted and that all actions can be traced back to the user.
All communications in a TGM environment are on Secure Socket Layer (SSL).
SSL is an encryption protocol, which means all connections are secure, including
connections established over the Internet. Projects can be submitted with any programming
language that supports function calls from the Techila Management Interface library
(TMI).Currently supported languages include MATLAB, C/C++, FORTRAN, Java, Perl,
Python, R and .NET. Techila Grid also supports integration with third-party applications
with the help of application programming interfaces.
The submission process starts by initializing grid functionality by calling the TMI
library functions in the program’s code on the user’s computer. The computational data is
then stored in bundle files according to their role in the computations. Executable binaries
are stored in a binary bundle and shared data files in the data bundle. The bundles are then
signed by using the user’s private key and sent to the server over a SSL connection. The
server receives the bundle files and divides the project in to jobs as specified by the user.
Jobs are then sent to available workers where they are processed. After completion, the
results are sent from the worker to the server from where they are transferred back to the
user’s computer. The results are accessible via a web based graphical user interface
(WebGUI).
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4.2.2 Resource Management
Resources in TGM are managed with the help of two different group structures, the worker
groups and the policy groups. Worker groups are used to associate computational resources
with individual users. They are also used to group the computational resources into easily
manageable structures. As worker groups consist of individual workers, the user’s access
to computational resources is determined by what worker groups the user is associated
with. A user can be associated with several different worker groups and he can also have
different group priorities associated with each one. These group priorities can be used to
affect the way in which the jobs are distributed among the worker groups associated with
the user.
The worker and the user can have associations with several different worker groups.
This means it possible to implement flexible configurations. Resources can be provided by
a functional basis, e.g. based on the worker architecture or operating systems. User
affiliations can also be set on the basis on who should have access to the resources i.e.
when dealing with users from different departments. An illustration of a resource
distribution configuration is shown in Figure 4.2.1.1.

Figure 4.2.1.1. Example structure of the resource management in a TGM environment. Users 1 and 2 are
given access to Worker Group 1 that contains two worker computers that belong to the
Default Policy Group. User 3 can use Workers 3 and 4 via Worker Group 2. User 4 has access
to the same resources as User 3 as Worker Groups 2 and 3 share resources. Workers 1, 2 and
3 belong to the Default Policy Group and Worker 4 to the Override group.

The process of assigning newly added nodes to the TGM grid can be done either
manually or the node can be added automatically by using the AutoAssign-method. When
using the automatic method, the worker group affiliation of an individual node can be
determined by e.g. the architecture, operating system, hostname or by a variety of other
hardware specifications. After the worker has been added to the relevant worker groups, the
certificate for that worker must be validated on the server side. This means that no
unauthorized workers can participate in the computations.
Policy groups reflect the worker’s properties assigned to them, e.g. the hardware
resources such as computing power or the amount of memory. These policy groups are
used to determine how the worker behaves when it has to deal with different situations,

32
such as an interactive user logging on to the computer. By default, all the workers belong to
the Default policy group which can be used to set strict general guidelines such as
suspending and terminating calculations by default. Workers with more computing power
can be assigned to override groups that can be defined to behave differently when an
interactive user logs on the computer. These override groups can be e.g. configured to
continue the computations in the background.

4.2.3 Scheduling

Scheduling in Techila Grid middleware is event based. This means a scheduling run does
not happen at fixed intervals but is triggered by changes in the workload and resources.
Possible workload based triggers are new projects submitted by users. Resource based
triggers are represented by workers finishing their computational tasks and announcing to
the server that they are ready to receive new jobs.
The scheduling policies used in Techila Grid middleware are based on project
priorities. Each project is assigned a priority value which is derived based on various
parameters. These parameters include the priority values associated to the user who
submitted the project, which are configured by the administration; the priority values
associated to the project, which are configured by the user as submits the project; the
duration of the project, determined by the elapsed wall clock time from the start of the
project; the CPU time used by the completed jobs of the project and the amount of jobs that
are being processed from a project. Also the relative order in which the projects were
submitted to TGM affects the priority value of project.
The priority values in TGM are sorted in ascending order, meaning that a project
with a priority value of one is more is thought to be more important than a project with a
priority value of two. The formula for calculating the priority value of a project is presented
below.
𝑃𝑟𝑖𝑜𝑟𝑖𝑡𝑦 = 𝑊1 𝑈𝑠𝑒𝑟 𝑃𝑟𝑖𝑜𝑟𝑖𝑡𝑦 + 𝑊2 𝑃𝑟𝑜𝑗𝑒𝑐𝑡 𝑃𝑟𝑖𝑜𝑟𝑖𝑡𝑦 + 𝑊3 𝑃𝑟𝑜𝑗𝑒𝑐𝑡 𝐷𝑢𝑟𝑎𝑡𝑖𝑜𝑛
+ 𝑊4 𝐶𝑝𝑢 𝑇𝑖𝑚𝑒 + 𝑊5 𝐴𝑚𝑜𝑢𝑛𝑡 𝑗𝑜𝑏𝑠 𝑏𝑒𝑖𝑛𝑔 𝑝𝑟𝑜𝑐𝑒𝑠𝑠𝑒𝑑𝑓𝑟𝑜𝑚 𝑝𝑟𝑜𝑗𝑒𝑐𝑡
+ 𝑊6 𝑅𝑒𝑙𝑎𝑡𝑖𝑣𝑒 𝑜𝑟𝑑𝑒𝑟 𝑜𝑓 𝑝𝑟𝑜𝑗𝑒𝑐𝑡𝑠
The priority values of the users using TGM can be modified on an individual level
by the administrators and assigning a smaller priority value to a specific user gives the
projects submitted by that person more resources when TGM is making the decision
regarding which jobs from which users are dispatched to workers. TGM also gives end
users the possibility to affect a projects priority value directly by allowing users to modify
the projects priority value. The other parameters are defined by the state of the project and
the effect of those parameters is determined by the server.
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When the priority of a project has been calculated, it is assigned tickets in the form
of random numbers which are used to determine the final priority value of the project. The
priority value determines the amount of tickets that are assigned to that project, the smaller
the priority value a project has, the more tickets it receives. After the allocation of these
random number tickets, the projects are sorted in ascending order according to the smallest
random number that it has received. These priority values are then used in conjunction with
scheduling policies to determine how the available computational resources are matched to
the computational projects. As a scheduling run is triggered by changes in workload or
available resources in the TGM grid, the server has two policies according to which it can
attempt to distribute the workload to the grid. These policies are the worker based and the
project based policies.
In the worker based policy, the process starts by organizing all the workers in
descending order according to their free computing power. After this, the list of sorted
workers is matched with projects that have also been sorted according to their priority
values according to the manner described above. The list of available workers is the parsed
worker by worker and matched with the most suitable project.
In the project based model, the process starts by sorting the projects according to
their priority values. The scheduler then tries to dispatch the projects to those worker
groups that have been designated to be first in the priority list. If suitable workers are not
found in the prioritized worker groups, the server starts matching the project against other
workers and finally the search can include all of the workers. If all worker groups have
been designated the same priority value with regard to that user, the projects are scheduled
according to the worker based model.

4.2.4 Checkpointing

The checkpointing facility in TGM is based on snapshot files generated by the jobs that are
being processed on the worker computers. Unlike in N1 Grid Engine, all the snapshots are
generated according to the user’s specifications. The user specifies what files should be
stored in the snapshot file and also defines an interval, which determines how often the
snapshot files created by the worker are uploaded to the server. The user has option of
using this snapshot feature with the project parameters when he is submitting the project.
The interval that defines how often the snapshot files are sent to the server does not
define how often the snapshot files are generated on the worker. This can happen at a
higher or a slower rate depending on the user’s application. After the snapshot interval has
passed, the worker compares whether the version of the snapshot file on the server is
current or not. If the file on the server is obsolete, meaning that the worker has generated a
newer snapshot file, the worker sends the current version of the file to the server. If the
version on the server is current, no files are transferred. Snapshots can also be sent to the
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server, if the computation on the worker becomes interrupted by a local user logging in on
the computer, or if the worker is being shut down.
The snapshots generated by the workers are linked to a jobid number. This jobid
number contains the necessary information to link the snapshot to the correct project and
job. The server maintains a database about the snapshots belonging to the project and stores
the latest snapshot for each jobid. The decision on whether to store the snapshot is based on
the amount of CPU time that job has used and snapshots from jobs that have accumulated
more CPU time than other jobs with the same jobid number can overwrite the obsolete
snapshots on the server.
The snapshots located on the server can be used when the job is either migrated to
another worker or when incomplete jobs are redistributed to the workers in the optimization
phase which happens in the final stages of the computation. Local snapshots on the workers
are used to resume computation automatically after a reboot and this can be done prior to
the worker re-establishing a network connection with the server. Snapshots are stored on
the server for the duration of the project after which they are removed. An example of the
process flow of a distributed computation project that utilizes snapshots is shown in Figure
4.2.4.1.

Figure 4.2.4.1. The process flow of two jobs when using snapshots. Migrated and replicated jobs download
the newest snapshot file from the server. New snapshots are uploaded according at specified
time intervals.

The computational project in Figure 4.2.4.1 consists of two jobs that are started on workers
2 and 4. Worker 3 has an interactive user logged on and cannot be assigned computational
work. Worker 1 has the lowest benchmark, which means it remains idle. After the jobs are
started, snapshots are uploaded at regular intervals as defined by the user during
submission. When worker 3 becomes available, job 2 is replicated using the last available
snapshot and processed also on worker 3. Job replication is used in the final stages of the
TGM projects to prevent the plateau effect. The plateau effect is a result of a small number
of jobs that are being processed while the majority of jobs are finished. When tasks are
replicated using snapshots, the final jobs have a higher likelihood of finishing successfully
even though some of the tasks would be terminated prematurely.
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4.2.6 Peer to peer
TGM uses peer-to-peer (P2P) transfers to handle large data transfers. Using P2P transfers to
distribute the computational data means that combined bandwidth available is much larger
than in the traditional server-worker model. Using P2P to distribute the computational data
also removes the bandwidth bottleneck that is formed when the server starts to distribute
the computational data to several nodes trough a single network interface point. The
process starts when bundle has been transferred to the server from the end users computer.
If the data in the bundle exceeds a predefined limit, the server tags the bundle as dataintensive and segments it into smaller parts. These segmented parts are the basic blocks that
are used to transmit parts of the data file between the computers.
In the beginning, all the segmented parts are located on the server meaning that the
distribution process starts by distributing parts from the server to the participating
computers. This distribution is done in an even manner, meaning that the system tries to
ensure that there is an equal amount of each part available. After the initial phase of
distributing data from the server to the workers, the workers are able to start using peer-topeer transfers. Worker joining project at a later stage, access the data using P2P if suitable
workers are available.
The P2P transfers consist of data transfers between the participating workers with
the server acting as coordinator. A single P2P transfer process starts with the worker
announcing to the server that it is missing some segments of the data. The server then
checks which of the missing segments that the worker is requesting has been the least
distributed so far and selects that segment. The server then locates a worker that has a copy
of the missing segment and can act as a segment seeder. The segment seeder is then
informed by the server what segment is being requested and which worker has issued the
request. The segment seeder then opens an SSL-port and announces the port number to the
server. The server relays information to the worker that requested the missing segment
where it is being seeded.
After the worker has received a segment, the cyclic redundancy check (CRC) sum is
checked against the CRC sum given by the server to ensure that the data integrity of the
segment hasn’t been compromised. When the worker has received all the segments of the
bundle, the segments are combined and the CRC-sum of the whole bundle is calculated and
compared with the original CRC sum. When the worker computer requests a segment from
the server, the most appropriate segment provider is chosen based on the multicasting data.
As the segment provider and receiver are matched according to the multicasting data, it
means that the provider and receiver are located close to each other meaning that the data
has to travel a short distance which reflects as smaller latencies and fewer network hops.
The principle of how TGM uses P2P networking to transfer computational data is shown in
Figure 4.2.5.1.
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Figure 4.2.5.1. P2P transfer topology in Techila Grid middleware. (Figure courtesy of Techila Technologies
Ltd)

The figure illustrates a typical distributed computing environment that consists of
workstations which are represented by the green dots. The tight grouping of the dots is a
result of the multicasting method which is used to determine the relative proximity between
computers connected to the grid. Network hops are represented by the blue dots and they
can be used to define what computers are eligible to communicate with each other using
peer-to-peer communication. The way in which the P2P transfer is executed is shown in
Figure 4.2.5.2.

Figure 4.2.5.2. P2P transfers in Techila Grid middleware. The data on the server is segmented and parts are
distributed to the workers. After this initial phase, transfers occur between workers.
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When the project is submitted, the files that are stored in the bundles are first transferred to
the server. On the server, the bundle is segmented into smaller pieces. When the data has
been segmented in to smaller pieces, the server distributes one of each piece to the workers.
When the server has distributed the data pieces to the workers, the server stops transferring
data. From this point on, the data transfers occur between workers and the server only
coordinates the data transfers. This phase is indicated as the as the peer to peer transfer in
the figure. The data pieces are transferred from worker to worker so that in the end, all the
workers have all the pieces that are needed to start the computations.

4.2.7 Accounting
In TGM, information concerning the past usage is stored in a database on the server and is
accessible for the end user with the WebGUI. Each user can access information about their
projects. The information stored contains details on where each individual job was
processed and also the results generated by each individual job. This information can be
accessed by using the WebGUI interface. The storage time regarding how long the
accounting information is stored in the database is determined by the administrators. Long
term storage is done by storing the data in files encoded Extensible Markup Language
(XML). Log information on a more general level is stored locally in text format on the
user’s computer.
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4.3

Summary

Table 4.3.1 provides a summary of the general properties of the two job management
systems that were presented in the previous two sections.
Features
Platform support
Server
Linux
Solaris
Worker
Windows
Macintosh
Linux
Unix based
Distribution
User Checkpointing
OS Checkpointing
Scheduling method
Parametric jobs
Interactive jobs
Parallel jobs
Job migration
Task replication
Data access

TGM

N1GE

Yes
Yes
Yes
Yes
Yes
Yes
Commercial
Yes
No
Event based
Yes
No
No
Yes
Yes
Local

Yes
Yes
Yes
Yes
Yes
Yes
Yes
Commercial and open source
Configurable
Configurable
Interval based (default)
Yes
Yes
Yes
Configurable
No
Local or NFS implementation

Table 4.3.1. A general summary of the properties of TGM and N1GE

Both systems provide support for heterogeneous computing platforms. Both systems also
provide checkpointing features, TGM with the snapshot facility and N1GE with user and
OS-level checkpointing. Techila Grid is designed to provide a computing solution that
operates in a non-dedicated environment where the availability of computational resources
cannot be guaranteed. This is reflected as support for parametric jobs, job migration and
task replication. N1 Grid Engine supports parallel jobs and NFS data accesses, making it
cluster orientated.
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5. Test configuration
5.1

Test environments

The performance tests were performed in two different environments:



A dedicated computing cluster belonging to the Signal Processing department of
TUT
A non-dedicated environment, which consisted of two classrooms located in the
campus facilities.

The computing cluster consisted of 20 nodes, including two front-end nodes that were not
used for the computations. The hardware configuration of the cluster nodes is shown in
Appendix 1. The non-dedicated test environment consisted of two classrooms which were
used for educational purposes during working hours and interactive use of the workstations
by students and other users was possible at all times. The classrooms had 36 workstations
in total, all having an identical hardware configuration. Each workstation had a 3.0 GHz
Intel Core2 Duo CPU and 4 Gigabytes of RAM memory. All workstations both in the
computing cluster and in the classrooms had Linux operating system installed.
Every workstation in the classrooms and all the computational nodes in the
computing cluster were configured to run projects submitted through TGM and N1GE.
Both systems were live during the tests, meaning that jobs submitted by other users and
computational load caused by interactive users in the classrooms was common. The amount
of interactive use was monitored by running a simple background process which monitored
the number of interactive users on the workstations located in the classroom environments.
The tests were only run when the queues were functioning normally and were not
overloaded, meaning that the maximum amount of 30 concurrent jobs could be achieved
with both job management systems. TGM and N1GE were configured to co-operate by
installing a custom load sensor script. [24] This load sensor enabled users to use the
computing cluster as normal with N1GE while giving TGM access to the computing
resources that are not being used. Tests were run sequentially meaning that there was no
resource contention between TGM and N1GE computing projects. Both JMS’s were
configured to only use workstations that did not have an interactive user logged on.
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5.1.1 N1GE Scheduler configuration
The key aspects of the N1 Grid Engine scheduler configuration that was used in the tests
are shown in Table 5.1.1.1.
N1GE Scheduler Summary
15 seconds
Scheduling run interval
30
Maximum amount of jobs
seq_no
Queue sorting method
First in first out (FIFO)
Job sorting

Cluster environment
Sequence Number
0
5

Cluster execution host
3-15
16-20
Classroom environment
All workstations

10

Table 5.1.1.1. N1GE scheduler configuration

The queue sorting method for the Grid Engine used in the tests was sequence number
(seq_no) based. The main points of the seq_no method are shown below. [22]





Fill queues in the order specified by the queue specific sequence numbers. Filling
starts from the queue with the smallest sequence number.
If sequence numbers are the same, perform workload distribution according to the
reported load values. Filling starts from the execution host with the smallest
reported load value.
Node specific sequence numbering can be used to influence the way workload is
distributed within a queue structure.

As the jobs were submitted to specific queues, only the sequence number order within a
queue is relevant. Table 5.1.1.1 shows that the computing cluster queue consists of
execution hosts that have two different sequence number values. This means that the host
specific sequence numbers are used as a primary reference when distributing jobs to the
hosts in the cluster. The sequence numbers of the execution hosts in the classroom
environment are equal meaning that the workload is distributed according to the reported
load values.
With the configuration stated in Table 5.1.1.1, the scheduler primarily dispatches
workload to the cluster nodes that have a sequence number of 0. This means that nodes 315 are used first. When distributing workload to nodes 3-15, the scheduler dispatches jobs
according to the load values that have been reported by the execution hosts. The node with
the smallest load value is allocated a job first. After this, the scheduler artificially increases
the reported workload for that specific node to represent the increase in workload that will
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result from the newly allocated workload. The scheduler then dispatches a job to the next
least loaded host having the specified sequence number. This process is repeated for all the
pending jobs. If all the slots on the nodes having a sequence number of 0 are allocated jobs,
the scheduler starts distributing the workload to the nodes having the second smallest
sequence number. With the configuration described in Table 5.1.1.1, this would mean that
the scheduler would start distributing workload to nodes 16-20. The jobs would again be
distributed according to the reported workload values, starting from the least loaded node.
An illustration of the workload distribution with the sequence number method is shown in
Figure 5.1.1.1. The figure illustrates a situation where four separate array jobs are
submitted to the N1GE system at different times.

Figure 5.1.1.1. Illustration of workload distribution with the seq_no method in N1GE.

The first image represents how the workload is distributed among the hosts having
seq_no 0. The second image shows how the system uses the smaller seq_no hosts in favor
of the higher seq_no hosts. Job 3 consists of three tasks which cannot be allocated to the
seq_no 0 hosts and N1GE starts distributing workload to seq_no 5 hosts. The last image
shows the situation where all the slots in the seq_no 0 hosts have been allocated jobs and
the workload in job 4 is distributed to hosts 6 and 7.
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5.1.2 TGM Scheduler configuration
Workload distribution in TGM is primarily done based on the benchmark values assigned
to the worker computers. A summary of these benchmark values is shown in Table 5.1.2.1.
TGM Scheduler Summary

Cluster environment
Rounded benchmark
Cluster node
3
1240
4
1240
5
1240
6
1230
7
1240
8
1230
9
1300
10
1290
11
1250
12
1130
13
1290
14
1290
15
1290
16
2200
17
2200
18
2200
19
2200
20
2200
Classroom environment
All workstations
2200

Table 5.1.2.1. TGM scheduler configuration
The benchmark values shown in Table 5.1.2.1 show that the TGM scheduler ranks
the performance of nodes 16-20 higher than the other nodes in the cluster environment.
This means that when a project is submitted to the cluster environment, TGM will allocate
jobs to slots on those nodes first. The benchmark values assigned to the workstations in the
classroom environment are all roughly equal. This is expected as the hardware
configuration in those computers is identical.
Figure 5.1.2.1 represents a similar situation as in Figure 5.1.1.1. Four projects each
consisting of a small number of jobs are submitted at different times to an environment
where nodes have different benchmark values assigned to them. TGM uses the benchmarks
assigned to the client computers to determine the order. The jobs are first allocated to the
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computers having the largest benchmark value. After these workers have been allocated a
job for each slot, the scheduler starts to allocate jobs to the clients having the next largest
benchmark value.

Figure 5.1.2.1. Illustration of workload distribution in TGM using benchmarks to determine the fill order.

The amount of interactive usage was measured in the classroom environments. The
amount of CPU load generated by the interactive user was not measured as both JMS’s
were configured to only use workstations that did not have interactive users working on
them. The level of interactive use on a large time scale is shown in Appendix 2. Interactive
usage was observed at one minute intervals for 29 days. For illustrative purposes, the data
presented in Appendix 2 has been averaged to show the average number of workstations in
use during each day. The statistics of the interactive usage are shown in Table 5.1.3.1.
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Statistic
Total number of workstations available
Monthly average of the number of workstations utilized
Maximum amount of utilized CPU cycles
Harvestable CPU cycles

Value
36
1.53
4.25%
95.75%

Table 5.1.3.1. Interactive use in the classroom environment, statistics gathered over 29 days.

5.2

Test cases

The tests consisted of three different types of computational problems that presented
different challenges for the job management systems. The following properties of the
JMS’s were tested.




Ability to handle computational tasks that had a short execution time and required
large amounts of input data.
Ability to process computational tasks that had a long execution time
The effect of task size on performance when solving a fixed sized problem

5.2.1 Gene Regulatory Networking

Gene regulation is fundamental to the operation of a cell and accurate modeling the
structure of gene regulatory networks is therefore of great interest. This process also
presents a challenging computational problem. [25] This test case consisted of determining
gene regulatory networks from time-series and steady-state gene expression measurement
data. Each computational task was independently parallel, which meant no communication
between tasks was needed.
The computations were performed by compiling an executable binary from the
MATLAB source code and distributing the executable binaries along with the input file to
the computers performing the computations. In N1GE, temporary MATLAB cache files
were stored on the local hard drives of the computers. This was done in order to eliminate
possible errors that can result from too many simultaneous cache file accesses on the NFS
server. Analyzing the whole data set would have been too time consuming in the scope of
these tests. Each test run was there for limited to analyzing a part of the data. A single test
run consisted of 60 individual GRN jobs. The test runs were repeated three times both in
the computing cluster and the classroom environment with both JMS’s. An average of these
three test runs was then used to measure performance.
From a distributed computing point of view, this test case is useful for measuring
how well the systems are able to handle jobs that have a long execution time and how much
interactive use interferes with the computations. The compute-to-data ratio of the problem
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is also high. Each job only needs access less than one megabyte of input data and the
execution can take several hours depending on the hardware.
The graphs in Figure 5.2.1.1 show the number of jobs completed as the function of
time. During the initial stages of the test runs, no jobs are registered as completed because
of the long execution times. When comparing the average time taken to complete all 60
jobs in the cluster environment, there are large differences in the overall execution times
between TGM and N1GE. The average total times to complete all 60 jobs in one test run
are shown in Table 5.2.1.1 for ease of reference.
JMS / method
TGM – No snapshot
TGM – With snapshot
N1GE

Average execution time for 60 jobs / minutes
724
755
1416

Table 5.2.1.1. Average GRN project execution times in the cluster environment.

GRN - Cluster environment
70
60

Jobs Completed

50

40
30
20

TGM - No Snapshot
TGM - With Snapshot

10

N1GE
0
50
100
150
200
250
300
350
400
450
500
550
600
650
700
750
800
850
900
950
1000
1050
1100
1150
1200
1250
1300
1350
1400

0

Project duration (minutes)
Figure 5.2.1.1. GRN test runs in the cluster environment.

The large differences in the average execution times in the projects are a direct
result of the differences in workload distribution methods that TGM and N1GE use. N1GE
fills the nodes in the order determined by the sequence numbers shown in Table 5.1.1.1.
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This means that slots on nodes 3-15 are assigned jobs first and only after that slots on nodes
16-20 are used. The workload distribution with N1GE for all three test runs is shown in
Appendix 5. As can be seen, jobs have been distributed among all available nodes. The
figure in Appendix 5 also shows a large difference in job execution times that have been
allocated to nodes 3-15 when compared to those that have been allocated to nodes 16-20.
As the sequence number method assigns a large percentage of jobs to the slower nodes, it is
reflected as a much longer overall execution time it takes to complete all 60 jobs in one
project.
TGM uses the benchmarks shown in Table 5.1.2.1 to determine the order to which
nodes jobs are sent to first. Nodes 16-20 have the largest benchmarks and are allocated jobs
first. After this, slots from nodes having the next largest benchmarks are assigned jobs. The
workload distribution and individual job execution times with TGM for all three test runs
are shown in Appendix 6. As can be seen, the majority of jobs are assigned to nodes 16-20
because of their benchmark value and only a small percentage to other nodes. The jobs
allocated to nodes 16-20 have a much shorter execution time than those allocated to other
nodes. As TGM allocates the vast majority of the jobs to the fastest nodes according to the
benchmark values, it is reflected as a much shorter time to complete 60 jobs in one project.
GRN test runs with snapshots finished slightly later than those without snapshots.
The results of the GRN test runs in the classroom environment are shown in Figure
5.2.1.2. The graphs illustrate jobs finished as function of time in a similar manner as in
Figure 5.2.1.1. As can be seen, jobs are being completed at a similar rate with both TGM
and N1GE. At the beginning of the projects no jobs are registered as finished because of the
long individual runtime of jobs. As the individual jobs have similar execution times, there
are a large number of jobs finishing at roughly the same time. This is followed again by
long period where no new jobs are registered as finished because computations of the
newly distributed jobs have only recently begun. The performance graphs of TGM and
N1GE start to show differences as the projects nears completion. TGM projects show only
small decrease in the rate at which jobs are completed. N1GE project on the other hand
shows a more dramatic drop in the rate of jobs completed. This plateau effect is a result of
interactive users on the workstations that are being used in the computations. The average
execution times to complete a project with TGM and N1GE are shown Table 5.2.1.2.
JMS / method
TGM – No snapshot
TGM – With snapshot
N1GE

Average execution time for 60 jobs / minutes
587
559
714

Table 5.2.1.2. Average execution times for projects in the classroom environment
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Figure 5.2.1.2. GRN tests in the classroom environment.

The workload distribution and execution times with all three GRN test runs for
TGM are shown in Appendix 8 and respectively for N1GE in Appendix 7. As can be seen,
the execution times and workload distributions are similar with both TGM and N1GE. This
is expected as all the classroom workstations had the same sequence number as shown in
Table 5.1.1.1 meaning that N1GE would distribute the workload evenly. The benchmarks
of the workstations are also similar as shown in Table 5.1.2.1, meaning that TGM would
also distribute workload evenly. The main difference that can be seen is that some jobs in
N1GE have a much longer individual execution time. These are the result of interactive
users logging on the workstation when it is performing computations. The N1GE queue
containing the classroom workstations was not configured to run checkpoint jobs. As a
result of this, any jobs being computed on a workstation that an interactive user logged on
were suspended. The jobs stayed suspended as long as the interactive user stayed logged
on. When the interactive user logged off, the computation was resumed. This effect of
interactive users suspending jobs is illustrated in Appendix 9, where the average execution
times for each job are shown for both JMS’s during the GRN test runs.
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5.2.2 Protein database search
Basic Local Alignment Search Tool (BLAST) is often used to find biological similarities
between sequences. [26] The process compares protein or nucleotide sequences in a query
test set to the sequence database and calculates the statistical significance of matches. The
test case consisted of a protein search where sequences in a test set were matched to the
protein sequences stored in a static dataset. The test set contained 828 sequences meaning
that the workload could be divided in to 828 independent jobs, each job consisting of a
single query. Each job therefore requires three components, the sequence that is being
searched, the protein dataset containing the sequences and the executable file containing the
algorithm needed to perform the search. From a computational point of view, the most
interesting property of this problem is that each query potentially needs to access the entire
dataset meaning that the compute-to-data ratio of a single job can be quite low. The generic
requirements of an individual BLAST from a computational point of view are shown in
Table 5.2.2.1.
Input file
Size / Mb

Protein dataset
714 Mb

Query sequence
< 1 Mb

Table 5.2.2.1. Input files needed by each individual BLAST job

The tests for this test case were only performed in the classroom environment
because of the lack of local hard drive space available in the cluster nodes. In the TGM
implementations, the executable binary had been precompiled and deployed as a library
bundle on the client computers participating in the computations. The protein dataset was
transferred to the workers with P2P transfers in the first implementation. During the second
implementation, a local dataset was used. The corresponding test runs were performed with
N1 Grid Engine using two different implementations where the locality of the protein
dataset files was also the differentiating factor. The actual BLAST binary was installed in a
directory which was visible to all the clients through the NFS meaning that no local
installations were needed. In the first test run, the protein datasets resided on the NFS
meaning that all the participating clients needed to access the input files by initializing
network transfers with the NFS server. In the second case, the protein datasets were moved
to the local hard drives of all the clients before the array job was submitted meaning all
protein dataset information was located on the local hard drives. The results of the test runs
for all implementations are shown in Figure 5.2.2.1.
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Figure 5.2.2.1. Protein sequencing runs in the classroom environment. Two different implementations with
both job management systems.

NFS implementations are a common way of accessing computational data in a
cluster environment and P2P transfers are used by TGM to handle large data transfers. It is
therefore natural to compare these two methods and see how they perform. As can be seen
from the graphs in Figure 5.2.2.1, no jobs are completed in the first stages of the project
with the P2P and NFS implementations. This is because both JMS’s are transferring input
data to the worker computers. The data transfer activities during a single BLAST run with
TGM are shown in Appendix 3 and Appendix 4. The graphs illustrate how the transfers
occur from server to workers during the initial stages and how most of the transfers occur
between workers during later stages. With TGM, the transfers occur between the workers
with the P2P method while the jobs in N1GE are accessing data located on the NFS. Both
job management systems register the first jobs completed at approximately the same time,
N1GE slightly before of TGM. After this initial delay caused by the data transfer, both JMS
can start processing the computational workload. The throughput is larger in TGM than in
N1GE as is indicated by the steeper incline. This is due to the short individual execution
time of a single job. As N1GE performs a scheduling run every 15 seconds, the short
execution time means that the scheduler cannot keep all the computational resources
occupied with computational work. TGM uses event based scheduling which means that
there is no strict interval to limit how often new jobs are distributed. The differences in
resource utilization are during a single BLAST run are illustrated in Appendix 10. The
graph is a 60 second slice of a single BLAST run. As can be seen, the 15 second fixed
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interval causes non-ideal resource utilization in N1GE. A clear spike in the number of
concurrent jobs can be seen when a scheduling run is performed followed by a decline as a
result of jobs being completed. With TGM, the number of jobs that are being processed
stays near to the maximum 30 allowed during the whole 60 second time window. This
similar resource utilization as illustrated in the 60 second time window is repeated for the
entire projects duration. This results in the TGM project finishing in a shorter time. The
average statistics generated from the three BLAST test runs are shown in Table 5.2.2.2
JMS / Method of accessing
data
TGM - P2P
TGM - Local Database
N1GE - NFS
N1GE - Local Database

Average project
duration / seconds
680
478
901
710

Average turnaround
time / seconds
23.6
16.3
23.1
16.2

Average amount of
concurrent jobs
28.6
28.1
21.2
18.9

Table 5.2.2.2. Statistics of the BLAST sequencing test runs

The other comparison that can be made is where both JMS’s have access to local
databases. As can be seen from Figure 5.2.2.1, jobs start completing immediately after the
project has been started. This is because there are no delays caused by data transfers. The
rate at which the jobs are completed is similar as in the earlier case where the data bases
were not local. The reason why the average turnaround times are different with local and
non-local databases is because of the time spent on data I/O operations is different. With
non-local databases, the time spent on first time data accesses, i.e. NFS and P2P transfers
was taken in to account when calculating the average execution time.

5.2.3 Likelihood function maximization
This test case consisted of maximizing the likelihood function in the quantitative analysis
of simulated microscopy images. It was implemented with the MATLAB’s fminsearchfunction. The optimization was done by using the deterministic Nelder-Mead method which
means that with fixed input data the same number of iterations is run. [27] The optimization
data set consisted of 6000 pre-generated datasets. As each dataset contains data related to a
single simulated microscope image, the maximum amount of jobs is determined by the
number of datasets that were generated.
The tests were performed using four different task sizes. The computational
workload in each test was the same as all the tests consisted of analyzing all of the 6000
datasets. The only differentiating factor is the number of jobs that were used to analyze the
data. With a task size of one simulated image per job, 6000 jobs were created where each
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job consisted of analyzing a single simulated image. Respectively with a task size of 10
simulated images per job, 600 jobs were generated. The tests were performed using three
different implementations. Two test implementations used individual input files for each
job and one implementation was done using a common input file that contained all the test
data. The execution times of the projects with different task sizes are shown in Figure
5.2.3.1.

Simulated microscopy image analysis
3500
TGM - Common input file
Project Druation / seconds

3000

N1GE - Individual input files

2500

TGM - Individual input files

2000
1500
1000
500
0
1

10

50

100

Task size (simulated images per job)
Figure 5.2.3.1. Project durations for the likelihood simulated microscope image analysis test in the classroom
environment for a fixed workload of 6000 data sets.

The graphs in Figure 5.2.3.1 show that task size affects the performance. With a
task size of one simulated image per job, the project in N1 Grid Engine takes the longest
time complete. The TGM implementation that uses a common input file takes roughly the
same time. With N1GE, the performance is limited by the short average turnaround time,
which means that the computational resources are not fully utilized. This is the same effect
that was illustrated with the BLAST run in Appendix 10. As seen in Table 5.2.3.1, the
average turnaround time is shorter than when compared to the TGM common input file
implementation. This is because with the common input file, more data was loaded into
memory during each job, increasing the average turnaround time. The TGM project that
used individual input files finished noticeably faster than the other projects. This is a result
of higher resource utilization and smaller delays when data is loaded to memory. The
difference in the turnaround times in the N1GE and TGM projects is caused by different
methods that are used to access MATLAB Compiler Runtime (MCR) libraries. N1GE
projects access MCR libraries from the NFS server. TGM projects use local MCR libraries
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that are stored as library bundles. This means that they are accessed locally, which is faster
than using NFS to access shared libraries.
Average turnaround time / seconds

Task size / simulated
images per job
1
10
50
100

TGM – Individual
input file
11
89
441
885

N1GE – Individual
input file
13
98
456
905

TGM – Common
input file
16
97
445
883

Table 5.2.3.1. Average turnaround times with different implementations and task sizes

With a task size of 10 simulated images per job, all the projects finish at roughly the
same time. The time taken to complete the projects is noticeable shorter than in the case
where one simulated image was analyzed per job. Because more computational work is
done in each job, it means that a smaller portion of time is spent performing start up
routines and a larger portion on computations. The performance impact that results from the
larger memory usage with the common input file is also negligible as more computational
work is done with the data that is loaded to the memory. As the task size is increased
further, the effect of scheduling overhead and delays caused by start up operations are
diminished.

6. Discussion
When observing the results, it becomes apparent there are several key features that
determine how well a JMS can handle different types of computational challenges. The
scheduling methods used to determine load distribution in a computing environment can
greatly affect the overall execution time. This is most evident in the cluster environment
where the nodes have very different processing capabilities. The strict order determined by
the sequence numbers in N1GE means that the workload is primarily distributed to the
lower end nodes while the higher end nodes potentially idles. It must be considered
though, that using primarily low end nodes to process tasks that have no requirements,
means that the higher end nodes are kept available. This means that the higher end nodes
are available for any possible future jobs that might be submitted that require those
resources. On the other hand, when TGM uses the benchmarks to primarily assign
workload on the higher nodes it means that computational projects are completed sooner.
Also, because TGM gives priority to N1GE jobs, the utilization of the higher end resources
does not limit their availability for N1GE jobs. Within the scope these tests, this was not
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relevant, but concerning future usage, this is a good implementation that will in all
likelihood result in higher resource utilization.
Applications that have a long execution time benefit from process migration
especially when combined with a checkpointing mechanism. The snapshot mechanism used
TGM does not incur much overhead as the frequency and size of snapshots is controlled by
the user. As the execution time of a single computational task increases, so do the benefits
resulting using snapshots. Applications requiring large amounts of input data on the other
hand rely on more heavily on the surrounding network infrastructure that is used to transmit
the data to the worker nodes. The methods used in the tests showed that the P2P and NFS
implementations both performed well, but they also show that there is no substitute for
local data. Storing data locally means that the communication overheads do not limit the
performance. P2P and NFS also behave in a different way when the problem is scaled.
Where the speed of the P2P transfers are determined by the overall network infrastructure
that interconnects the clients, the NFS relies on a single point of communication to transmit
the data which can reflect in poor scalability when using a standard NFS system.
When analyzing the effect of task size on the performance of the JMS, one must
take in to account the fact that the incurred overhead due to program initializations is
closely linked to the programming language. The test case composed of a MATLABprogram that is linked to large runtime libraries. This means that the initialization costs
quickly become the dominating factor in the overall execution time if task size is too small.
This reflects as better performance with coarser grained problems. The difference between
the event based and interval based scheduling also becomes apparent when individual job
execution time becomes short. Event based scheduling means that new workload is being
distributed constantly where as with interval based scheduling job starvation occurs when
the scheduler is unable to keep the computational resources utilized with new jobs thus
decreasing overall resource utilization.
When comparing TGM and N1GE in broader sense, it becomes apparent that they
satisfy the needs of different types of computational problems. TGM has inbuilt out-of-the
box job migration, snapshot facilities and flexible policy group configuration options. This
means it is well suited for utilizing the unused computation power in the ubiquitous
workstations that can be found in any modern institution. N1GE on the other hand is well
suited for filling the needs of computational tasks that require high node interconnectivity,
parallel programming environments and node stability. This is reflected in the fact that
N1GE is often deployed in dedicated computing environments.
mThe computing cluster used in the tests relies on NFS storage to access data. A
good addition to this would be a local hard drive on the nodes that could be used for storing
intermediate and temporary data files locally. This would also mean that the cluster
resources could be used for data intensive computations in TGM. N1GE’s ability to
function in an interactive environment could also be greatly increased by implementing
some of the checkpointing facilities that N1GE supports. The hardware and operating
system specifications of the classroom workstations are similar and the workstations also
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have access to a NFS. This means that checkpoint files could be easily stored in a location
that is visible to all nodes, making process migration easier. The resource utilization in
N1GE could also be increased by implementing more flexible resource management
policies. This means that more resources could be made available to individual users when
the overall cluster load was low.
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Appendix 1. Cluster hardware configuration
Cluster Node

CPUs

Number of cores

Memory / Gigabytes

1 (front node)

2 x 3,0 GHz Intel XEON

2

3

2 (front node)

2 x 3,0 GHz Intel XEON

2

3

3

2 x 3,0 GHz Intel XEON

2

3

4

2 x 3,0 GHz Intel XEON

2

3

5

2 x 3,2 GHz Intel XEON

2

4

6

2 x 3,2 GHz Intel XEON

2

4

7

2 x 3,2 GHz Intel XEON

2

4

8

2 x 3,2 GHz Intel XEON

2

4

9

2 x 3,2 GHz Intel XEON

2

4

10

2 x 3,2 GHz Intel XEON

2

4

11

2 x 3,0 GHz Intel XEON

2

3

12

2 x 2,8 GHz Intel XEON

2

5

13

2 x 3.2 GHz Intel XEON

2

2.5

14

2 x 3.2 GHz Intel XEON

2

2.5

15

2 x 3.2 GHz Intel XEON

2

2.5

16

2 x 3.0 GHz Quad-core Intel XEON

8

32

17

2 x 3.0 GHz Quad-core Intel XEON

8

32

18

1 x 3.0 GHz Quad-core Intel XEON

4

32

19

2 x 3.0 GHz Quad-core Intel XEON

8

32

20

2 x 3.0 GHz Quad-core Intel XEON

8

32

Average number of interactive users in
a 24h period

Appendix 2. General interactive usage statistics in the
classroom environment
Interactive workstation usage over a timespan
of one month
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Appendix 3. Transfer requests during a single BLAST
run
120
Server - Client requests
Client - Client requests
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Number of transfer requests received per second

Data transfers requests

Project duration / seconds

Appendix 4. Data transfers during a single BLAST run
Data transfer amounts
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4000

Server - Client
2000
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Appendix 5. Job allocations in the cluster environment
with N1GE
GRN with N1GE in cluster environment
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Appendix 6. Job allocations in the cluster environment
with TGM
GRN with TGM in cluster environment
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Appendix 7. Job allocations in the classroom
environment with N1GE
Classroom environment
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Execution host ID
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Appendix 8. Job allocations in the classroom
environment with TGM
Classroom environment TGM
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Appendix 9. Variations in average execution times
between different jobs.

Job number

GRN classroom environment. Average
execution times of individual jobs.
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Appendix 10. Resource utilization during a Blast run.

Number of concurrent jobs running out of maximum 30
allowed

Number of concurrent jobs running during a
Blast run. 60 second window.
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